
Page  of 1 84



Soul for the New Machines 

How Role Continuity Preserves & Extends 
Enterprise Human Intelligence 

By Chris Dollard 

Page  of 2 84



©2026 Chris Dollard and Abraxis, Inc. All rights reserved. 

No part of this publication may be reproduced, distributed, 
or transmitted in any form without prior written 
permission of the publisher, except for brief quotations in 
reviews and certain noncommercial uses permitted by 
copyright law. 

ABRAXIS, Role Continuity Engine, Campfire Mode, Solo 
Capture, Organizational Logic Graph, and “The Whole 
Enterprise Truth” are trademarks of ABRAXIS, Inc. 

First edition, February 2026 

The stories and characters in this book are composites drawn 
from the author’s professional experience across multiple 
organizations and engagements. No character represents a 
specific individual. Any resemblance to actual persons is 
coincidental. 

Abraxis, Inc. dba Abraxis Press 

 

abraxis.io 

Page  of 3 84



For everyone who built something that only they understood, 
and never got the chance to explain it. 
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Foreword 

As I sit here to write this, it’s been a week since Matt 
Shumer’s post Something Big Is Happening dropped. His X 
views have now crossed 83 million, his article was 
syndicated by Fortune and it was covered by all the major 
business media organizations.  

Reactions to this article and the firestorm of attention it 
has created fall into three camps: the ‘Believers’ (tech-
forward founders, VCs, early adopters), the ‘Skeptics’ 
(Hacker News, some researchers, historical pattern-
matchers), and the ‘Enterprise Realists’: the CIOs, CTOs, 
COOs and anyone connected to running the enterprise 
operations today. 

The first two groups are really having it out on all the 
social media channels. Non-technology content creators on 
TikTok are sounding the alarm bells and warning their 
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followers that if they are white collar workers, their jobs 
probably won’t exist in 12 months. 

The Enterprise Realists are where my perspective sits. 
Keith Townsend wrote a brilliant article (Something Big Is 
Happening. The Path There Is Harder Than You Think) that 
substantially attenuates the fear factor spawned by 
Shumer’s article. The key insight is:  

“…he’s describing a solo developer building a greenfield 
application with no legacy systems, no compliance 
requirements, no data governance, and no organizational 
stakeholders. That’s not how enterprises work. That’s not even 
how most consumer software works at scale.” 

I couldn’t agree more. And yet, that doesn’t mean 
enterprises are dealing with the exponential gains in AI 
capabilities particularly well. It’s largely being mis-applied, 
and the results are mixed at best, outright failures at worst.  

The vast majority of AI initiatives are training the models 
on documentation, knowledge bases, learning data, and so 
on. All of this makes up the designed system. The AI 
models are exceptional with high quality data, but the real 
world is the true litmus test. And with only the designed 
system data, implementing these models courts disaster. 
For example, a regional bank trains an AI agent on its loan 
processing procedures, and the agent follows them 
perfectly, except that every loan officer in the branch 
knows three steps in that procedure haven't been followed 
in two years because the vendor portal changed. 

That’s because the ‘Human Layer’ is missing from the 
models. The tribal knowledge, the workarounds, the 
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coping mechanisms, the cognitive depth each employee 
builds over their career. It remains locked up in the heads 
of people, and when those people leave, either through 
retirement, career changes or mass layoffs, all of that 
organizational knowledge disappears with them.  

This book is about how to capture and mobilize that tacit 
knowledge, the unspoken realms of ‘unapproved’ 
spreadsheets and apps, notebooks, sticky notes and the 
massive amounts of unconscious competence that live in 
each employee’s head.  

This is the true ‘soul’ of the organization, the missing 
substrate that makes AI work, and stick, in the messy, 
rough-and-tumble real world. It’s a primal, self-organizing 
intelligence that is vital to every operation, because without 
it, every operation would grind to a halt. And organizations 
have systematically undervalued it for decades — not out of 
negligence, but because no viable method existed to 
capture it.  

These New Machines are wonderful, but they are not 
sentient, and they don’t have the ability to care one way or 
another about job loss. We have created them, and they are 
not our Frankenstein’s Monster that will turn on us if we 
take a new approach now. 

The machines never ask. They just rocket in any direction 
you give them. It’s not their ‘fault’ that disaster often 
ensues — it’s the GPS coordinates we give them that are 
faulty.  

This book is about flipping the role and script of AI and 
placing it in the center of a specific and systematic method 
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that I call ‘Role Continuity’, which is the idea that a role 
should be smarter than any single person who fills it. It’s 
how we infuse ‘soul’ into these New Machines. Instead of 
‘stealing’ employees’ work, our new AI models listen, 
collaborate, converse, elucidate, partner, and augment 
human work, human teams. All the while building new 
data models to finally capture that enacted Human Layer 
that exists within every organization, and sowing the seeds 
of vastly increased efficiency, effectiveness and economy.  

So I agree with Shumer that Something Big Is Happening, 
but it’s not what the machines can do. It’s what the machines 
don’t know.  

-   Chris Dollard 
February 2026 
Vancouver, BC 
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Introduction 

T he call came on a Tuesday. Linda Ferraro, twenty-
three years in procurement at a mid-sized 
industrial manufacturer in Ohio, had given her 

two weeks. Retirement. Her boss, a VP of Operations 
named Dan, took it well. Or thought he did. He bought a 
cake, gave a speech, collected signatures on a card. The 
standard ritual. Then Linda walked out the door and Dan’s 
department began, slowly and then all at once, to fall apart. 

It started small. A purchase order got flagged by a vendor 
Dan had never heard of: a secondary supplier Linda had 
cultivated years ago as a backup when the primary couldn’t 
hit volume during Q4 surges. Nobody knew the relationship 
existed. Nobody knew the terms she’d negotiated, the 
contact she’d built trust with over a decade of phone calls, 
or why she’d set up the arrangement in the first place. 
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Then the exceptions started piling up. Linda had known 
which invoices could be processed with a signature 
override and which ones absolutely required the three-step 
approval chain. She’d known this not because it was 
written anywhere, but because she’d watched what 
happened when you skipped the chain on certain vendors. 
She’d learned the hard way which controllers would 
escalate and which would let it slide. Her replacement, a 
sharp hire from a competitor, followed the documented 
process to the letter. And the documented process, it 
turned out, bore only a passing resemblance to how things 
actually worked. 

Within two months, three vendor relationships had 
soured. A compliance audit flagged irregularities that were 
actually longstanding (and perfectly rational) workarounds 
nobody had thought to explain. The Monday morning 
status call that Linda had run informally with engineering, 
the one that wasn’t on anyone’s calendar but that kept 
procurement aligned with production changes, simply 
stopped happening. Nobody scheduled it because nobody 
knew it existed. 

Dan’s team didn’t collapse. It degraded. Slowly enough 
that each individual problem looked like a one-off. A 
miscommunication here, a missed deadline there. It took 
six months before Dan stepped back and saw the pattern: 
the department wasn’t failing because of its people. It was 
failing because twenty-three years of accumulated 
intelligence had walked out the door in a cake-and-a-card 
ceremony, and nobody had realized how much of that 
intelligence was invisible. Not Dan, not HR, not Linda 
herself.  
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Linda’s story is a composite, but every detail is real. I’ve 
watched this exact pattern play out in enterprise firms 
across decades of transformation work. The names change. 
The department changes. The story never does. 

“The department wasn’t failing because of its 
people. It was failing because twenty-three years 
of accumulated intelligence had walked out the 

door in a cake-and-a-card ceremony ” 

We’ve built an entire industry around bringing people in: 
recruiting, interviewing, hiring, onboarding. Hundreds of 
billions of dollars a year in talent acquisition. We’ve built 
sophisticated systems for managing people while they’re 
here, from performance reviews to development plans to 
engagement surveys. But what happens to everything a 
person knew when they leave? Not their credentials. Not 
their job title. Their actual operating knowledge. The 
workarounds, the relationships, the vendor who only picks 
up for one person, the spreadsheet that makes the 
quarterly close possible, the judgment calls that take five 
minutes for the expert and five meetings for everyone else. 

The answer, in almost every organization on earth, is: it 
disappears. Completely. As if it never existed. 

This isn’t a new observation. People have been talking 
about “knowledge management” and “tribal knowledge” 
for decades. So why hasn’t anyone solved it? 

Because they’ve been solving the wrong problem. 
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This book is about Role Continuity: the idea that a role 
in an organization should be smarter than any single 
person who fills it. That when someone leaves and 
someone new arrives, the role itself should carry forward 
everything that matters. The relationships, the 
workarounds, the exceptions, the judgment, the informal 
coordination with the people in adjacent roles. Today, none 
of that survives a transition. Every departure is a reset to 
zero. Every arrival is a cold start. 

Role continuity isn’t a technology problem, though 
technology is part of the solution. It’s not an HR problem, 
though HR owns the rituals around departure and arrival. 
It’s an architectural problem: a fundamental gap in how 
organizations are built. We have infrastructure for 
customer relationships (CRM), for financial resources 
(ERP), for code (version control). We have no infrastructure 
for the operational intelligence that makes all of those 
systems actually work. The Human Layer. The enacted 
reality. 

When I say “enacted reality,” I mean something specific. 
Every organization has two versions of itself. There’s the 
designed system: the org charts, the process documents, 
the SOPs, the training manuals. And there’s the enacted 
system: how work actually gets done by the people who do 
it every day. These two systems diverge from the moment 
any process goes live, and they never reconverge. The gap 
between them, what we call the coherence gap, runs 
between 30 and 50 percent in most enterprises. That 
means somewhere between a third and half of how your 
organization actually operates exists only in people’s 
heads. 
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Linda knew the enacted system. Her documentation 
described the designed system. When she left, the enacted 
system went with her. 

This book will offer four things. 

First, we’ll look at why organizations forget. It’s not 
laziness, and it’s not neglect. It’s structural, built into the 
way we’ve designed work for the past fifty years. We’ll put 
numbers on what most people feel intuitively: that 
knowledge walks out the door every day and nobody is 
counting the cost. 

Second, we’ll examine why every existing solution fails. 
Exit interviews, knowledge management systems, SOPs, 
wikis, job shadowing, process mining. The graveyard of 
good intentions is enormous. Every one of these 
approaches fails for the same reason, and it’s not the 
reason you think. 

Third, we’ll describe what a real solution looks like. One 
that captures knowledge the way it actually exists (in 
people, in teams, in the connections between roles) rather 
than the way we wish it existed (in documents). We’ll 
introduce the concept of the Campfire: a fundamentally 
different approach to surfacing the operational intelligence 
that lives in the spaces between people. 

Fourth, we’ll connect role continuity to the challenge 
everyone is grappling with right now: AI. If you’re 
deploying AI agents, or planning to, the coherence gap is 
the reason 40 percent of those deployments are predicted 
to fail. An AI trained on your designed system will be 
confidently wrong about your enacted system. Role 
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continuity isn’t just about human succession anymore. It’s 
about building the foundation that makes AI actually work. 

But before we get to solutions, we need to understand 
the problem clearly. And the problem starts with a 
conspiracy that everyone is in on, and nobody talks about. 
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Chapter 1 - The Conspiracy of Silence 

H ere is something that everyone in every 
organization knows and nobody says out loud: 
the documentation is wrong. 

Not wrong in a dramatic, scandalous way. Wrong in a 
quiet, pervasive, completely normalized way. The process 
maps don’t match the process. The SOPs describe a version 
of reality that stopped being accurate sometime around 
2019. The training manual covers about sixty percent of 
what a new hire actually needs to know, and everyone 
involved in writing it understood that at the time they 
wrote it. 

This is the conspiracy of silence. Not a conspiracy in the 
sinister sense. Nobody is scheming. It’s more like a 
collective, rational, unspoken agreement to pretend that 
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the documented system is the enacted system. Everyone 
participates. Everyone benefits. And nobody has an 
incentive to break the illusion. 

Think about it from each person’s perspective. The 
practitioner who built the workaround knows it contradicts 
the official process, but the workaround is what makes 
things actually work. Documenting it would invite scrutiny, 
possibly discipline, certainly a conversation with 
compliance that nobody wants to have. So she keeps it to 
herself. Her manager suspects the workarounds exist but 
doesn’t ask, because asking would create an obligation to 
act, and acting would mean disrupting a team that’s 
currently hitting its numbers. The executive reviews the 
process documentation and sees a clean, logical system. It 
confirms what she needs to believe: that the organization is 
operating as designed. Everyone’s incentives align perfectly 
around the fiction. 

The conspiracy of silence isn’t sinister. It’s 
rational. Everyone’s incentives align perfectly 

around the fiction that the documented system 
is the enacted system. 

The numbers tell the story clearly. Research consistently 
shows that approximately 42 percent of organizational role 
knowledge is undocumented and exists only in people’s 
heads. Not because people are lazy or secretive. Because 
the gap between how work is designed and how work 
actually gets done is impossible to document with existing 
tools. 
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That number deserves a moment. Forty-two percent. 
Imagine buying a house and discovering that 42 percent of 
the wiring wasn’t on the blueprint. Not because the 
electrician cut corners, but because the blueprint was 
drawn before the house was built, and the reality of 
construction required dozens of adaptations that nobody 
went back to record. That’s the state of operational 
knowledge in most enterprises. Nearly half of how the 
organization actually functions is invisible to everyone 
except the people doing the work. Across industries and 
studies, the divergence between designed and enacted 
systems consistently falls in the 30–50% range. 

The natural question is: why? If the gap is this large and 
this consequential, why does it persist? The answer is both 
simple and uncomfortable. The gap isn’t a failure. It’s a 
feature. 

Systems can’t anticipate everything. No process designer, 
no matter how talented, can predict every exception, every 
edge case, every vendor quirk, every regulatory ambiguity 
that will emerge once a process meets reality. The designed 
system is, by definition, incomplete. It has to be. 
Completeness would require perfect foresight, and perfect 
foresight doesn’t exist. 

So people adapt. They build workarounds. They develop 
shortcuts. They make judgment calls that aren’t in any 
manual because the manual couldn’t have anticipated the 
situation. And here’s the critical insight: these adaptations 
are rational. They’re not evidence of indiscipline or process 
failure. They’re evidence of human intelligence doing what 
human intelligence does best: filling the gaps between 
design and reality. 
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A procurement specialist learns that a particular vendor’s 
invoicing system can’t handle split shipments, so she 
manually consolidates the line items before submitting. An 
IT administrator discovers that the automated backup runs 
at the same time as the nightly batch process, causing both 
to slow down, so he shifts the backup window by ninety 
minutes. A customer service rep figures out that the CRM’s 
escalation workflow skips a notification step for accounts 
tagged “priority,” so she sends a manual heads-up email 
every time she escalates one of those accounts. 

Each of these adaptations solves a real problem. Each 
makes the system work better than it was designed to work. 
And each is completely invisible to anyone who wasn’t in 
the room when it was invented. 

This brings us to the documentation fiction. 
Organizations spend enormous effort creating process 
documentation, and almost none of it reflects operational 
reality. This isn’t a secret.  

On a personal note, I spent over a decade in various roles 
as lead technical writer (or ‘Information Developer’ in IBM-
speak) on many projects, and our teams always worked 
hard, long hours to deliver precise, accurate 
documentation that reflected the designed system. Once we 
hit go-live and the system goes into the ‘wild’ with 
thousands of employees and customers using it, those 
lovely manuals became dust collectors, and then each and 
every employee had to create their own tribal knowledge to 
make the system support their job, regardless of the design-
reality fit. We all knew that as we worked.  
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But when we lifted our heads from the monitors 
sometimes, we knew its fate. And that often left a tinge of 
sadness. The only comfort we could take was that there 
really was no other practical way to approach documenting 
a system. 

“Okay, here’s how it really works.” Seven words 
that define organizational knowledge transfer. 

A widely cited statistic suggests that 99 percent of 
process manuals go unread after initial creation. But the 
problem isn’t that people don’t read the manuals. The 
problem is that the manuals describe the designed system, 
and the enacted system has already moved on, so our big 
beautiful binders sit on the shelf, fulfilling their destiny.  

New hires learn this on their first day. They’re handed a 
binder (hopefully dusted off ), or pointed to a wiki, or 
enrolled in an onboarding course built around the official 
process. Then they sit down next to someone who actually 
does the job and hear the seven words that define 
organizational knowledge transfer: “Okay, here’s how it 
really works.” 

Everything that follows those seven words is the enacted 
system. The tribal knowledge. The workarounds, the 
shortcuts, the relationship hacks, the exceptions that have 
hardened into standard practice over years of repetition. 
None of it is documented. All of it is essential. And all of it 
lives in exactly one place: the heads of the people who 
figured it out. 
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Consider Maria. (Like Linda, she’s a composite, drawn 
from real people I’ve encountered across multiple 
engagements.) Maria has been in procurement at a regional 
bank for twenty-two years. She is, by any measure, 
exceptional at her job. She knows every vendor’s quirks. 
She knows which contracts have flexibility in their renewal 
terms and which are ironclad. She knows that the bank’s 
compliance team interprets Section 4.2 of the vendor 
management policy differently depending on whether the 
vendor is domestic or international, and she knows this not 
because it’s written anywhere but because she sat through 
three audits where the interpretation was tested. 

Maria’s documentation? A binder she last updated in 
2019. A SharePoint folder with templates that roughly 
correspond to the current process. A set of email folders 
organized by vendor name that contain seven years of 
context, negotiation history, and institutional memory that 
no search engine could meaningfully parse. 

If you asked Maria to document everything she knows, 
she’d tell you she already has. And she’d be sincere. 
Because Maria, like most experts, doesn’t know what she 
knows. The vast majority of her expertise is tacit: 
knowledge so deeply embedded in her practice that she 
can’t separate it from the act of doing the work. She doesn’t 
think about which vendors need a personal call before a 
formal RFP. She just does it. She doesn’t consciously decide 
to check the exchange rate before processing an 
international invoice. Her hands just navigate to the screen. 
Ask her to list her workarounds, and she’ll give you three. 
Observe her for a week and you’ll count thirty. 
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This is the nature of expertise. The more skilled someone 
becomes, the more their knowledge becomes invisible, 
even to themselves. Psychologists call it the “curse of 
knowledge” or “unconscious competence.” Whatever you 
call it, the implication is the same: you cannot capture tacit 
knowledge by asking people to write it down, because they 
genuinely don’t know what to write. 

And so the conspiracy continues. Maria operates 
brilliantly within a system that officially doesn’t exist. Her 
manager knows she’s essential but couldn’t articulate why. 
Her documentation creates the illusion of transferability. 
And everyone, from her team lead to the CIO, proceeds as 
though the organization would survive her departure 
intact. 

It won’t. When Maria retires, and she will, her 
replacement will inherit the binder. Not the knowledge. 
They’ll get the designed system and spend the next twelve 
months painfully reconstructing fragments of the enacted 
system through trial and error. Some of what Maria knew 
will be rediscovered. Some will be reinvented, differently 
and often worse. And some will simply be lost, creating 
small failures that nobody will trace back to their origin 
because nobody knew the knowledge existed in the first 
place. 

The data bears this out. Documentation-based knowledge 
capture achieves only 30 to 40 percent completeness. 
Process mining tools, which capture system logs and 
transaction data, miss 60 to 80 percent of actual work that 
happens outside system boundaries. The 30 to 50 percent 
divergence between documented and enacted processes 
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isn’t a gap that better documentation can close. It’s a gap 
that exists because of how we think about documentation. 

Every tool we’ve built for capturing organizational 
knowledge starts from the same assumption: that 
knowledge is something people have and can transfer on 
command, like files on a hard drive. But organizational 
knowledge isn’t a file. It’s a living practice. It’s contextual, 
relational, temporal, and deeply embodied. It surfaces in 
the act of doing, not in the act of describing. And until we 
build tools that capture knowledge the way it actually 
exists, we’ll keep producing documentation that describes 
a world that doesn’t exist and calling it “knowledge 
management.” 

The conspiracy of silence isn’t the problem. It’s a 
symptom. The problem is that we’ve been trying to close 
an architectural gap with a documentation strategy. And it 
has never worked. Not once. Not anywhere. 

But before we look at solutions, we need to understand 
how urgent this problem has become. Because the gap 
between designed and enacted systems isn’t static. It’s 
accelerating. And the forces driving that acceleration are 
converging right now. 
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Chapter 2 - The Departure Epidemic 

I f the conspiracy of silence were a stable condition, it 
would still be a problem, but a manageable one. 
Organizations have operated with incomplete 

documentation for decades. They’ve compensated by 
keeping people around long enough to absorb the enacted 
system through years of osmosis. The implicit bargain was 
simple: we won’t write it down, but we’ll keep the people 
who know it. 

That bargain is collapsing. 

Three forces are converging simultaneously to create 
what amounts to an organizational knowledge crisis. Any 
one of them would be serious. Together, they represent a 
structural shift that most organizations are not remotely 
prepared for. 
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The Silver Tsunami 
Nearly four million Americans are turning 65 every year. 

Ten thousand people reach retirement age every single day, 
and that pace will continue through 2027. This is not a 
forecast. It’s a demographic fact that has been visible on 
actuarial tables for decades. 

But the raw numbers obscure the real problem. The 
people retiring now are not entry-level workers. They are 
not recent hires still learning the ropes. They are the 
people who know how things actually work. They are the 
Lindas and the Marias. They’ve spent twenty, twenty-five, 
thirty years accumulating the judgment calls, the 
relationship networks, the exception-handling instincts, 
and the process workarounds that keep operations 
running. They carry the enacted system in their heads, and 
most of them have never been asked to articulate it 
because, until now, nobody needed them to. They were just 
going to be here. 

The scale is staggering. In manufacturing, the average age 
of a skilled trades worker is 56. In utilities, nearly a third of 
the workforce is eligible for retirement within the next five 
years. In federal government, entire agencies face the 
prospect of losing 40 percent of their institutional memory 
in a single wave. These aren’t projections designed to 
alarm. They’re headcounts. 

And the knowledge these workers carry is 
disproportionately valuable precisely because of its tenure. 
A procurement specialist with five years of experience 
knows the process. One with twenty-five years knows the 
exceptions to the process, the history behind those 
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exceptions, and the three people you need to call when an 
exception doesn’t fit any existing category. That kind of 
knowledge doesn’t accumulate linearly. It compounds. And 
when it leaves, it doesn’t degrade linearly either. It 
collapses. 

Ten thousand Americans reach retirement age 
every single day. They are the people who know 

how things actually work. 

The Great Churn 
The Silver Tsunami would be manageable if the people 

who remained stayed long enough to absorb what the 
retirees knew. They don’t. 

Median job tenure in the United States has fallen to 3.9 
years, the lowest in two decades. Fifty-nine percent of 
professionals report actively looking for new roles. Remote 
and hybrid work, whatever its other benefits, has made 
switching jobs frictionless in a way that would have been 
unthinkable a generation ago. You can resign, onboard at a 
new company, and start producing work without ever 
changing out of your pajamas. 

The result is a fundamental breakdown in the 
assumption that underpinned organizational knowledge 
transfer for most of the twentieth century: the assumption 
that people stay. That assumption allowed organizations to 
rely on informal apprenticeship, on sitting-next-to-someone 
learning, on the slow osmotic transfer of tacit knowledge 
from veteran to newcomer over years of shared work. 
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When median tenure was ten or fifteen years, that model, 
while imperfect, was viable. At 3.9 years, it’s a fantasy. 

Do the math. If it takes 8 to 12 months for a new hire to 
reach full productivity (and research consistently supports 
that range), and median tenure is 3.9 years, then a 
significant portion of every employee’s time in a role is 
spent either learning the job or preparing to leave it. The 
window during which they are fully productive and present 
long enough to transfer what they’ve learned is shrinking to 
almost nothing. 

And then there’s the early departure problem. Twenty 
percent of new hires leave within their first 45 days. One in 
five. Often the reason cited is “poor onboarding” or “the 
role wasn’t what I expected.” But what does “poor 
onboarding” actually mean? In most cases, it means the 
new hire was given the designed system and left to discover 
the enacted system on their own. They were handed the 
binder, not the knowledge. They were told what the job 
was supposed to be, not what the job actually is. And when 
the gap between those two things became too wide, they 
quit. 

The Complexity Ratchet 
If people were leaving simpler organizations, the 

knowledge loss might be recoverable. But organizations are 
not getting simpler. They are getting relentlessly, 
irreversibly more complex. 

Consider what a mid-sized enterprise looks like today 
compared to twenty years ago. More systems, more 
integrations between systems, more regulatory 
requirements, more vendor relationships, more data 
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sources, more compliance obligations, more reporting 
layers. The average enterprise now runs over a thousand 
distinct software applications. Each integration point 
between those applications is a potential site for 
workarounds, exceptions, and undocumented tribal 
knowledge. 

This is the complexity ratchet: organizations add 
complexity constantly and almost never remove it. New 
systems are layered on top of old ones. New regulations are 
added to existing frameworks. New processes are created 
to handle exceptions to existing processes. Each layer adds 
surface area for the enacted system to diverge from the 
designed system. Each layer creates new opportunities for 
practitioners to develop workarounds that nobody 
documents. 

The practical effect is that the knowledge required to 
navigate an organization is growing at the same time that 
the average tenure of the people carrying that knowledge is 
shrinking. More to know. Less time to learn it. Less time to 
transfer it. This is not a cycle that self-corrects. It 
accelerates. 

The Compounding Problem 
Each of these forces alone would constitute a serious 

organizational challenge. Together, they create something 
worse than the sum of their parts. They compound. 

Here’s how. When Person A, a twenty-year veteran, 
retires, she takes her knowledge with her. Person B is hired 
to replace her. B is competent, motivated, well-qualified on 
paper. But B doesn’t know the enacted system. She 
operates at reduced capacity for 8 to 12 months while she 
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reconstructs fragments of what A knew through trial, error, 
and asking colleagues. 

During those 8 to 12 months, the colleagues compensate. 
They absorb B’s overflow. They answer her questions. They 
cover for the things she doesn’t know yet. This is generous 
and professional and completely unsustainable, because 
those colleagues have their own work, and now they’re 
doing theirs plus the portion of B’s they’ve absorbed. The 
team’s collective capacity drops. 

Now imagine that while B is still ramping up, Person C, 
one of the colleagues who was compensating for B’s 
learning curve, decides to leave. Maybe the extra workload 
pushed C toward the door. Maybe C was already looking. 
Either way, C departs, and now the team has lost two pools 
of knowledge and has two people ramping up 
simultaneously, one of whom was relying on C as a 
knowledge source. 

Each departure doesn’t just remove one person’s 
knowledge. It degrades the team’s collective 

ability to transfer knowledge to the next arrival. 

This cascading dynamic is why single departures rarely 
look catastrophic but sustained turnover can quietly 
devastate an organization. Each departure doesn’t just 
remove one person’s knowledge. It degrades the team’s 
collective ability to transfer knowledge to the next arrival. 
The knowledge network thins with every exit, and each 
subsequent onboarding becomes harder, slower, and less 
complete than the one before. 
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The deepest irony in all of this is that organizations 
continue to behave as though people are replaceable. Not 
in the callous, dehumanizing sense, though that exists too. 
In the structural sense. The entire architecture of 
enterprise HR is built around the premise that a role is a 
container and a person is an interchangeable unit that fills 
it. When the unit leaves, you procure another unit, slot it 
in, and operations continue. 

This was never really true, but it was close enough to 
true when organizations were simpler, tenure was longer, 
and the gap between designed and enacted systems was 
narrower. Under those conditions, a new hire could learn 
the enacted system through osmosis before the gap became 
dangerous. Today, none of those conditions hold. 
Organizations are more complex, tenure is shorter, and the 
gap is wider than ever. The replaceability assumption is 
now actively dangerous, because it prevents organizations 
from seeing the knowledge loss until the damage is done. 

And the trend is accelerating toward something even 
more fundamental. The emerging pattern in knowledge 
work isn't just shorter tenure. It's workforce 
fractionalization (also known as fragmentation): 
professionals splitting their expertise across multiple 
employers simultaneously, or cycling through engagements 
measured in months rather than years. As AI automates the 
repetitive dimensions of knowledge work, what remains is 
the judgment, the relationships, the contextual intelligence 
that takes time to develop and disappears instantly when 
someone moves on. The cruel irony is that the same forces 
making workers’ unique knowledge more valuable are also 
making their attachments to any single organization more 

Page  of 30 84



tenuous. When the twenty-year veteran becomes a twelve-
month specialist serving three clients, the knowledge 
transfer problem doesn't shrink. It becomes continuous. 
Every organization becomes a revolving door of expertise 
that arrives partially, contributes briefly, and leaves without 
a trace. The replaceability assumption doesn't just break. It 
becomes absurd. 

Think back to Dan, from our Introduction. He didn’t 
panic when Linda announced her retirement. He didn’t 
initiate an emergency knowledge transfer protocol. He 
bought a cake. Because the operating assumption, the one 
built into every HR process and succession plan he’d ever 
encountered, was that Linda’s role would survive Linda’s 
departure. It didn’t. The role survived. Everything that 
made the role work walked out the door. 

We’ve now established the scope of the problem: a 
structural knowledge gap, masked by a collective 
conspiracy of silence, accelerated by three converging 
forces that aren’t going to reverse. The natural response at 
this point is to look at solutions. And organizations have 
tried many. Exit interviews. Knowledge management 
systems. Wikis. Shadowing programs. Process mining. AI 
chatbots trained on the documentation. 

Every single one has failed. Let’s look at why. 
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Chapter 3 - Why Everything You’ve Tried 
Doesn’t Work 

O rganizations aren’t ignoring the problem. That’s 
what makes this so frustrating. If the knowledge 
loss epidemic were the result of indifference, the 

solution would be straightforward: care more. But most 
organizations do care. They’ve invested real money, real 
time, and real executive attention in trying to solve it. 
They’ve tried at least half a dozen approaches, often 
several at once. And they’ve watched every single one fail. 

The graveyard of good intentions is enormous. Let’s walk 
through it. 
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Exit Interviews 
The most common response to knowledge loss is the exit 
interview: a meeting, usually scheduled in someone’s final 
week, where HR or a manager sits down and asks the 
departing employee to share what they know. 

Think about everything wrong with this approach. You’re 
asking someone who is mentally and emotionally checked 
out to perform, in a single hour, the most cognitively 
demanding task imaginable: articulating twenty years of 
tacit knowledge. Knowledge they’ve never been asked to 
articulate before. Knowledge they don’t consciously know 
they have. And you’re asking them to do this during the 
same week they’re returning their laptop, saying goodbye 
to colleagues, and thinking about what comes next. 

The result is predictable. Exit interviews capture surface-
level observations, a few procedural reminders, and maybe 
a warning about a difficult vendor. They don’t capture the 
decision frameworks, the relationship nuances, the 
exception-handling patterns, or the cross-functional 
coordination rituals that actually constitute the departing 
person’s value. You don’t get the enacted system in an exit 
interview. You get a polite summary of the designed system 
with a few anecdotes attached. 

Knowledge Management Systems 
The enterprise software industry’s answer to knowledge 
loss has been the knowledge management system: a wiki, a 
Confluence space, a SharePoint library, a dedicated 
knowledge base where employees can document what they 
know. 

Page  of 33 84



The theory is sound. The practice is dismal. Every 
knowledge management initiative follows the same 
lifecycle. It launches with enthusiasm and executive 
sponsorship. Content is created during the first quarter, 
mostly by a small number of motivated contributors. By 
month six, contributions slow. By year two, the system has 
become a graveyard of outdated articles that nobody trusts 
and nobody updates. IT keeps it running. Finance keeps 
funding it. Nobody uses it. 

The fundamental problem is one of incentives. The person 
who has the knowledge bears all the cost of documenting it 
(time, effort, cognitive load) and receives almost none of 
the benefit (the benefit accrues to the future successor 
they’ve never met). This is a classic commons problem, and 
it plays out identically every time. No amount of executive 
messaging or gamification has ever sustainably reversed it, 
because the incentive structure is inherently misaligned. 

There’s a deeper issue, too. Even when people do 
contribute to knowledge management systems, they 
contribute what they can articulate. Which, as we 
established in Chapter 1, is a fraction of what they actually 
know. The system captures the describable surface. The 
tacit depth remains untouched. 

Job Shadowing 
Shadowing is the most intuitive approach to knowledge 
transfer: have the new person follow the experienced 
person around and watch how they work. It’s also the most 
honest, because it implicitly acknowledges that the 
important knowledge can’t be written down. It has to be 
observed. 
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The problem is scale, time, and structure. Shadowing 
works tolerably well for simple, observable tasks. It fails for 
knowledge work, where the most important activity is 
invisible: the judgment call made silently, the email 
composed from instinct, the decision not to escalate 
because of a pattern recognized from an incident three 
years ago. A shadow sees what happens. They don’t see 
why it happens. And without the why, they’re copying 
motions without understanding the logic behind them. 

Shadowing also requires an overlap period that most 
organizations can’t or won’t fund. The departing employee 
needs to be present and available long enough for the 
successor to observe a representative sample of situations. 
For complex roles, that representative sample might span 
an entire quarterly cycle, a full vendor negotiation, a peak 
season. How many organizations keep a retiring employee 
on payroll for six months so their successor can watch 
them work? Almost none. 

Standard Operating Procedures 
SOPs are the bedrock of the documentation fiction we 
described in Chapter 1. They describe the designed 
process, faithfully and precisely. They are usually accurate 
for the first few months after creation. And then the 
enacted system moves on and the SOPs don’t. 

The problem with SOPs isn’t just that they go stale. It’s that 
they actively contradict what practitioners do, and everyone 
knows it. This creates a peculiar organizational dynamic. 
Practitioners ignore the SOPs because following them 
would make things worse. But they can’t say they’re 
ignoring the SOPs, because the SOPs are official policy. So 
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the workarounds stay hidden, the SOPs stay unchanged, 
and the gap between documentation and reality widens in 
silence. 

The problem with SOPs isn’t just that they go 
stale. It’s that they actively contradict what 

practitioners do, and everyone knows it. 

In regulated industries, this dynamic carries real risk. 
When an auditor reviews SOPs, they see a clean, compliant 
process. When they observe the actual work, they see 
deviations. Those deviations are usually rational 
improvements, but they’re undocumented deviations from 
a documented process, which means they’re compliance 
findings. So the organization learns to make the deviations 
even more invisible, which makes the enacted system even 
harder to capture. The conspiracy deepens. 

Process Mining 
Process mining tools like Celonis represent a genuinely 
innovative approach. They analyze system event logs to 
reconstruct how processes actually flow through enterprise 
software. Clicks, transactions, timestamps, routing paths. 
It’s data-driven, objective, and scalable. And it captures a 
real dimension of the enacted system that documentation 
misses. 

But it only captures the dimension that happens inside the 
system. The click. The transaction. The timestamp. It 
knows what happened but not why. It can tell you that an 
invoice was rerouted from the standard approval path, but 
it can’t tell you that the reroute happened because the 
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procurement specialist recognized the vendor’s name and 
knew from experience that this particular vendor’s invoices 
always contain a specific error that needs to be caught 
before approval. 

More critically, process mining is blind to everything that 
happens outside system boundaries. The phone call to the 
vendor. The Slack message to the colleague in engineering. 
The mental calculation about whether this exception is 
worth escalating. Research suggests that 60 to 80 percent 
of knowledge work occurs outside the systems that process 
mining can observe. That’s not a limitation that better 
algorithms can fix. It’s a limitation of the data source itself. 

Process mining maps the machine’s world. It doesn’t map 
the human world. And the human world is where the 
knowledge lives. 

AI and Chatbot Knowledge Bases 
The newest entry in the graveyard is the AI-powered 
knowledge base: a chatbot trained on an organization’s 
documentation that employees can query in natural 
language. It’s the most technologically sophisticated 
approach on this list. It’s also, in many ways, the most 
dangerous. 

The danger is this: an AI trained on incomplete 
documentation doesn’t know it’s incomplete. It can’t flag 
the gaps. It can’t say “I don’t have information about the 
workaround your predecessor used for international 
invoices.” Instead, it generates a confident, articulate, and 
completely wrong answer based on the designed system. It 
sounds like it knows. It doesn’t. 
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This is what we mean when we say “the machines never 
ask.” A human encountering a gap in their knowledge will 
improvise, ask a colleague, make a phone call, apply 
judgment. An AI encountering a gap in its training data will 
fill that gap with plausible-sounding confabulation and 
present it as fact. In a low-stakes context, this is an 
annoyance. In an operational context, where someone is 
relying on the AI’s answer to process an invoice, approve a 
vendor, or handle an escalation, it’s a hazard. 

Confidently wrong AI is worse than no AI at all, because it 
creates the illusion of knowledge where none exists. It 
replaces the honest gap (“I don’t know, let me ask 
someone”) with a dangerous fiction (“here’s the answer”) 
that nobody thinks to question because the delivery is so 
polished. 

The Pattern Behind the Failures 
Six approaches. Six failures. The natural instinct is to look 
for a seventh approach, something clever that combines 
elements of the previous six. But that instinct is wrong, 
because all six approaches fail for the same two reasons, 
and a combination inherits both. 

The first failure: they treat knowledge as something 
individuals can extract on demand. Every approach on this 
list assumes that organizational knowledge is like data in a 
database: structured, discrete, and retrievable. Ask the 
question, get the answer. But most organizational 
knowledge is tacit. It surfaces in context, under pressure, in 
response to specific stimuli. You can’t extract it by asking 
“what do you know?” You can only create the conditions 
for it to emerge. 
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The second failure: they capture knowledge from 
individuals in isolation. Think about how your team 
actually works. The procurement lead doesn’t operate in a 
vacuum. She coordinates with engineering, checks with the 
vendor manager, gets informal pre-approval from finance 
before the formal request goes in. The most critical 
operational knowledge in any organization isn’t what 
individuals know. It’s how they work together. The 
handoffs, the coordination rituals, the “I always check with 
Raj before I submit” protocols that exist nowhere in any 
document. 

This inter-role connective tissue is the first knowledge to 
break when someone leaves and the last to rebuild when 
someone new arrives. No exit interview captures it. No wiki 
documents it. No process mining tool can see it. And no AI 
chatbot trained on individual role documentation can infer 
it. 

The most critical operational knowledge in any 
organization isn’t what individuals know. It’s 

how they work together. 

And there’s a deeper failure that sits underneath both of 
these, one that’s almost never discussed: even when 
organizations capture knowledge, they have no mechanism 
to transfer it as a living experience. Every approach on this 
list produces a static artifact: a document, a recording, a 
wiki page, a chatbot response. And then it expects the new 
hire to absorb it passively. 
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But that’s not how people actually learn to operate in a 
team. They learn by being brought into the circle. By 
hearing colleagues explain how things work, by asking 
questions in context, by watching the practiced 
coordination between people who have worked together 
for years. The knowledge isn’t in the document. It’s in the 
conversation. It’s in the room. 

So what would it look like to build something that captures 
knowledge the way it actually exists: tacit, contextual, 
relational, and collective? Something that surfaces it 
through conversation rather than interrogation? Something 
that preserves it not as a static document but as a living, 
evolving model of how the team actually works? 

What’s missing is not better documentation. 

What’s missing is infrastructure. 

What’s missing is Role Continuity. 

That’s what we built. 
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Chapter 4 - What Role Continuity Actually 
Means 

R ole continuity is not knowledge management in 
the classic sense. It is not offboarding. It is not 
onboarding. It is a new concept, and it needs to 

be understood on its own terms before the solution makes 
sense. 

The principle is this: a role in an organization should 
accumulate intelligence over time, independent of who fills 
it. When someone leaves, the role should retain what they 
knew. When someone new arrives, the role should teach 
them. And when the team evolves, the role should evolve 
with it. The role, not the person, becomes the durable 
container for operational knowledge. 
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Today, none of this happens. Roles are empty containers. 
Every transition wipes the slate. Every departure is a loss. 
Every arrival is a cold start. Role continuity is the principle 
that says this is unnecessary, and a Role Continuity Engine 
is the technology that makes it real. 

A Role Continuity Engine does three things. It captures 
what departing experts know through AI-guided 
conversation, not forms or templates. It transforms that 
knowledge into a living, queryable intelligence layer for 
their successors. And it compounds: every person who 
holds the role enriches it, so the role itself gets smarter 
with every transition. 

Let’s look at how each of these works. 

Solo Capture: What One Person Knows 
The starting point is the individual. Before we can 

capture how a team works together, we need to capture 
what each person carries in their head. This is Solo 
Capture: an AI-guided conversation between one 
practitioner and the Role Continuity Engine. 

Notice the word “conversation.” Not “form.” Not 
“questionnaire.” Not “documentation session.” The reason 
every previous approach fails at capturing tacit knowledge 
is that it asks people to produce knowledge on demand, in 
the abstract, out of context. “Tell me everything you know” 
is the worst possible prompt for eliciting expertise. Experts 
can’t tell you everything they know, because most of what 
they know is embedded in practice. They don’t think about 
it. They just do it. 
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Solo Capture works differently. Instead of asking “what 
do you know,” the AI asks “walk me through what you do.” 
Specific, contextual questions that trigger recall. “When 
you get an invoice from a new vendor, what’s the first thing 
you check?” “You mentioned you sometimes skip the 
standard approval path. When does that happen?” “What’s 
the difference between how this works during Q4 versus 
the rest of the year?” 

The system adapts to what the organization already has. 
If detailed workflow documentation exists, a BPMN 
(Business Process Model and Notation) process model or a 
set of SOPs, the AI uses that as a starting point and walks 
the practitioner through it step by step, probing for where 
reality diverges from the design. If all that exists is a job 
description or a list of responsibilities, the AI starts there, 
using each responsibility area as a territory to explore. And 
if nothing formal exists at all, which is more common than 
anyone likes to admit, the AI starts with the practitioner’s 
own account of their day. A guided tour. “Walk me through 
a typical Monday morning.” The AI meets the organization 
where it is, and the conversation builds from whatever 
foundation is available. 

“Tell me everything you know” is the worst 
possible prompt for eliciting expertise. “Walk 
me through what you do” changes everything. 

These questions create the conditions for tacit knowledge 
to surface naturally. The practitioner isn’t being 
interrogated. They’re walking through their work, step by 
step, and the AI is listening for the patterns, the exceptions, 
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the decision points, the relationships that the practitioner 
wouldn’t think to mention unprompted. When the AI 
detects a gap or an inconsistency, it probes. When the 
practitioner mentions a workaround, the AI asks why it 
exists and when it was invented. When a judgment call is 
described, the AI asks what criteria inform the judgment. 

The capture is multi-modal. Voice, text, photos of the 
cheat sheets taped to the monitor, screen recordings of the 
workflow that only makes sense when you watch someone 
do it. And everything is expert-controlled. Nothing is 
shared without explicit approval. The practitioner owns the 
process. They decide what goes into the knowledge layer 
and what stays private. 

This matters more than it might seem. One of the reasons 
people resist knowledge transfer initiatives is the (often 
justified) fear that their knowledge will be used to replace 
them, evaluate them, or expose their workarounds to 
compliance scrutiny. Solo Capture is designed to be threat-
neutral. It treats the practitioner as the hero of the story, 
the person whose expertise is valuable enough to preserve. 
That framing changes everything about participation. 

Campfire Mode: How the Team Actually Works 
Together 

Solo Capture surfaces what lives inside one person’s 
head. But the most valuable and most fragile knowledge in 
any organization lives between people: in the handoffs, 
coordination patterns, and shared heuristics that a team 
has evolved through years of working together. No 
individual can provide this knowledge alone, because no 
individual sees the full picture. Each person sees their part. 

Page  of 44 84



The connective tissue is invisible to everyone and essential 
to everything. 

This is what Campfire Mode captures. 

The metaphor is deliberate. A campfire is where people 
gather to tell stories. Not to be interrogated. Not to be 
audited. Not to be mined. To share. The warmth, the 
informality, the collaborative energy of people recounting 
their shared experience. That’s the dynamic we’re creating, 
except this time the fire doesn’t go out when everyone goes 
home. The stories are structured, preserved, and woven 
into a persistent knowledge layer. 

Campfire Mode is a synchronous, multi-participant 
session where two or more practitioners engage with the 
Role Continuity Engine together, in real time. It serves 
three purposes across the full lifecycle of team knowledge. 

Capture campfires. The team gathers and walks through 
a shared process together while the AI facilitates and 
structures what emerges. The AI directs questions to 
specific people. “Sarah just described submitting the PO. 
Raj, what happens on your end when that arrives?” It 
surfaces divergences when two people describe the same 
step differently. It probes for exceptions and edge cases 
that only emerge when the team describes its work out 
loud. 

What makes capture campfires powerful is that they 
surface knowledge no individual can provide alone. 
Handoffs: the transfer points between roles that nobody 
documents because both sides assume the other “just 
knows.” Coherence gaps: the moments when two people 
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describe the same step differently, and both have been 
acting on their version for years. Sarah says the approval 
threshold is $5K. Marcus says $10K. Both are right about 
their own practice. Neither knew they disagreed. Team 
rituals: the informal coordination patterns that exist 
outside any formal process, like the Monday morning Slack 
sync or the unspoken Friday afternoon embargo on vendor 
contracts. Shared heuristics: team-level rules of thumb 
validated through years of collective experience, like “if the 
vendor says three weeks, plan for five.” 

Each of these knowledge types is invisible to Solo 
Capture, invisible to documentation, invisible to process 
mining, and invisible to exit interviews. They exist only in 
the live, collaborative exchange between people who work 
together. The campfire is the only place they surface. 

Onboarding campfires. Here’s where the model 
transforms the arrival side of the equation. Instead of 
handing a new hire a binder or a wiki link, the team brings 
them into the circle. The same collaborative walkthrough 
that captured the team’s knowledge now transfers it, live, 
with the new person present, asking questions in context, 
hearing colleagues explain and sometimes disagree with 
each other about how things actually work. 

The AI shifts from facilitator to coach. It already knows 
the team’s captured knowledge from prior sessions, so it 
can do things no human onboarding program could. It 
prompts new arrivals to ask questions at the right 
moments, tailored to the specific role they’re filling. The 
procurement hire gets prompted to ask about vendor 
escalation protocols. The engineering hire gets prompted to 

Page  of 46 84



ask about PO review criteria. Same campfire, different 
coaching. 

The AI also performs live validation. It notices when the 
team describes something differently than they described it 
in the capture session six months ago. “Last time the team 
walked through this, the handoff went through Jira. Has 
that changed?” The team’s knowledge is being validated 
and updated in real time during what feels like an 
onboarding conversation. Nothing goes stale because every 
onboarding session is also a maintenance session. 

And the AI tracks coverage. It knows which topics the 
new hire has been exposed to and which ones haven’t 
come up yet. After the session, it can report: “The new 
procurement analyst has been walked through vendor 
onboarding and invoice processing but hasn’t been 
exposed to contract renewal negotiations or quarterly audit 
prep.” This transforms onboarding from a vague “are they 
getting up to speed?” into a measurable, trackable process. 

When someone new asks “why do you do it that 
way?” and the team has to stop and think, that 

pause is valuable. The new hire’s questions 
make the team smarter, not just the new hire. 

There’s one more thing that onboarding campfires 
produce, and it’s counterintuitive: the new hire’s fresh 
perspective is itself a knowledge signal. When someone 
new asks “why do you do it that way?” and the team has to 
stop and think about the answer, that pause is valuable. 
Sometimes the answer is “because we’ve always done it 
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that way,” which reveals an unexamined habit. Sometimes 
the answer surfaces a rationale that the team has never 
articulated. Either way, the new hire’s questions make the 
team smarter, not just the new hire. 

Ongoing campfires. Knowledge doesn’t stand still. 
Processes evolve. Team structures shift. Vendor 
relationships change. A knowledge graph captured six 
months ago describes how the team worked six months 
ago, which may or may not reflect how the team works 
today. Without a mechanism to maintain and update the 
captured knowledge, even the best capture becomes a 
historical artifact. 

Ongoing campfires solve this. They’re periodic sessions, 
triggered by a reorg, a process change, or simply a 
quarterly cadence, where the team re-walks its processes 
with the AI acting as auditor. The AI already holds the 
team’s prior knowledge, so it can surface drift. “Six months 
ago, the team described this handoff going through email. 
Today you’re describing it as a Slack message. Did 
something change, or was the earlier description 
inaccurate?” 

This is powerful because organizational change is usually 
invisible to the people living through it. A team doesn’t 
announce to itself that it has shifted a coordination pattern. 
The shift happens gradually, one accommodation at a time, 
until the new way becomes “the way we’ve always done it.” 
The ongoing campfire makes this drift visible, giving the 
team a mirror to see its own evolution and ensuring the 
knowledge graph stays current. 
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Ongoing campfires also refresh the team’s confidence in 
its own knowledge. The act of periodically re-articulating 
how you work together, out loud, with an AI that 
remembers what you said last time, forces a level of 
precision and honesty that day-to-day work doesn’t 
demand. It’s organizational self-awareness as a practice, 
not an aspiration. 

 

Now picture this in practice. A crew room at a utility 
substation. The outgoing shift supervisor is retiring in six 
weeks. His team gathers around a table with coffee and a 
smart speaker in the center. No laptops open. No forms to 
fill out. The AI facilitator speaks through the room's speaker 
like another person at the table. 

"Let's start with the morning sequence at Substation 14. 
Dave, walk us through what you do when you arrive on 
site." 

Dave starts talking. He describes the inspection sequence 
he's done for twenty-two years. Three minutes in, the AI 
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interjects: "Dave, you mentioned checking the relay panel 
before pulling up the logs. The documented procedure has 
that reversed. Is there a reason you do it in this order?" 

There is. There's a very good reason. The relay at Panel C 
trips if you pull the system logs first because it interprets 
the query as a load test. Dave learned this eleven years ago 
when it shut down a feeder line during a winter storm. He's 
done it his way ever since. So has everyone he's trained. 
But it's never been written down because the official 
procedure was never updated, and nobody wanted to file 
the paperwork to explain why the documented sequence 
was wrong. 

The AI captures this. Not as an exception or a deviation. 
As enacted reality: this is how the work actually gets done, 
and here's why. The knowledge graph now contains 
something no document, no process map, and no exit 
interview would ever have surfaced. 

Then the AI turns to someone else at the table. "Keiko, 
Dave mentioned he radios you before switching the feeder. 
What does that handoff look like from your end?" Keiko 
describes a coordination pattern that has kept the grid 
stable for a decade. Neither of them has ever thought of it 
as something worth documenting. It's just what they do. 

This is a Campfire. Not a meeting. Not a debrief. Not a 
knowledge capture session with a facilitator and a 
clipboard. It's the team telling the story of how they 
actually work, together, in their own space, in their own 
words, with an AI that's smart enough to ask the questions 
nobody else thinks to ask and persistent enough to 
remember the answers forever. 
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And here's what happens six weeks later when Dave 
retires and his replacement shows up. The team gathers 
again. Same room. Same coffee. Same speaker on the table. 
But now the AI is in coaching mode. It already knows 
everything Dave's team captured. It walks the new arrival 
through Dave's morning sequence, prompts the team to 
explain the relay workaround, and tracks which parts of 
the role the new person has been exposed to and which 
remain uncovered. The new hire doesn't get a binder. They 
get a campfire. And each one they attend makes them, and 
the team, smarter. 

The distinction matters more than it might seem. A 
meeting has an agenda, a leader, and an outcome someone 
is accountable for. A campfire has a fire, a circle, and 
stories. People behave differently around a campfire. They 
share more freely. They correct each other more gently. 
They remember things they'd forgotten they knew. The 
format isn't incidental to the knowledge that emerges. It's 
essential to it. 

Teams will make it their own. Some will bring snacks. 
Some will do it Friday afternoons. Some will make it a 
monthly ritual, some weekly. The ones who ritualize it will 
discover something unexpected: the campfire doesn't just 
preserve knowledge for transitions. It makes the team more 
coherent right now. Gaps get surfaced before they cause 
problems. Workarounds get shared before they become 
single points of failure. New ideas get tested against the 
group's collective experience before anyone files a change 
request. The campfire becomes how the team maintains 
itself, not something imposed from above, but something 
they'd fight to keep. 
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The Full Compounding Cycle 
Consider the lifecycle. A team runs a capture campfire. 

The team’s coordination patterns, handoffs, shared 
heuristics, and coherence gaps are structured into a 
knowledge graph. Someone leaves. A new hire arrives. The 
team runs an onboarding campfire with the new hire 
present. During that session, the AI notices the team now 
describes certain handoffs differently, because the team has 
adapted to the personnel change. Those updates flow into 
the knowledge graph. 

The new hire, now six months in, has developed their 
own workarounds and relationships. They participate in an 
ongoing campfire as a full contributor, no longer a learner. 
The graph gets richer. Their successor, whenever they 
arrive, will inherit not just the original knowledge but every 
enrichment added by every person who held the role since 
the first capture. 

This is what compounding means in practice. The first 
transition saves one person’s knowledge. The second 
transition saves that knowledge plus everything the second 
person added. By the third transition, the role has 
accumulated enough institutional intelligence to survive 
even an unplanned departure. The role is now resilient. 
Not because of heroic documentation efforts, but because 
the normal rhythm of team activity, the campfires, keeps 
the knowledge current and growing. 

Each session type feeds the same knowledge graph. 
Capture sessions create the baseline. Onboarding sessions 
validate and update it while transferring it. Ongoing 
sessions maintain and evolve it. Over time, the distinction 

Page  of 52 84



between “capturing” and “onboarding” and “maintaining” 
dissolves. It’s all just the team continuously articulating 
how it actually works. And the knowledge graph, the 
persistent layer at the center of everything, accumulates 
intelligence with every session. 

The Architecture: Two Circles, One Truth 
The visual metaphor for all of this is two overlapping 

circles. The left circle is Departure: everything that capture 
surfaces about how the current team operates. The right 
circle is Arrival: everything the successor receives and 
contributes. The center overlap, where the two circles 
intersect, is the Organizational Logic Graph: the persistent 
knowledge layer that survives every transition. 

 

Solo Capture fills each circle with individual role 
knowledge. Campfire Mode fills the overlap, the connective 
tissue between roles. Onboarding campfires are the 
mechanism by which knowledge flows from the left circle 
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to the right circle through the center. Ongoing campfires 
keep the center current. The visual isn’t just a metaphor. 
It’s the architecture. And Campfire Mode is what makes it 
breathe. 

Why “Engine” Matters 
The word “engine” is chosen carefully. Tools get 

evaluated against other tools. They get compared on 
features, benchmarked on performance, swapped out 
when something better comes along. Engines are 
foundational. They’re infrastructure that other things are 
built on top of. 

A Role Continuity Engine is infrastructure for 
organizational resilience, in the same way that a CRM is 
infrastructure for customer relationships or an ERP is 
infrastructure for resource planning. You wouldn’t run a 
company without a system for managing customer data. 
You wouldn’t run a company without a system for 
managing financial resources. But right now, virtually every 
company in the world runs without a system for managing 
the operational intelligence that makes all of those other 
systems actually work. 

That’s the gap. And that’s what a Role Continuity Engine 
fills. Not a tool. Not a feature. A capability layer that 
becomes the foundation for how the organization 
remembers, learns, and adapts. 

A Note on Security 
A reasonable concern at this point is: “You want us to put 

all of our operational knowledge in one system? That 
sounds like a security risk.” 
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It’s worth asking: compared to what? Right now, that 
operational knowledge lives in personal notebooks, sticky 
notes on monitors, undocumented email threads, informal 
Slack channels, and the heads of people who could leave at 
any time. There is no access control. There is no audit trail. 
There is no backup. When someone leaves, the knowledge 
doesn’t get securely archived. It just vanishes. 

A Role Continuity Engine replaces this uncontrolled 
shadow documentation with governed capture. 
Permissions, audit trails, access controls, encryption. The 
knowledge that was previously ungovernable is now 
managed, protected, and backed up. It’s not a new risk. It’s 
a new control over a risk that already exists and is currently 
unmanaged. 

That’s the architecture. But architecture without 
economics is an academic exercise. The next question 
every executive will ask, and should ask, is: what does this 
cost, what does it save, and how fast does it pay for itself?  
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Chapter 5 - The Economics of Forgetting 
(and Remembering) 

E very executive who reads the first four chapters of 
this book will have the same reaction: “Okay, I get 
it. But what does it cost, and what does it save?” 

Fair question. And the answer is startling, because the 
cost of knowledge loss is enormous but almost entirely 
invisible. It doesn’t show up on a balance sheet. There’s no 
line item for “institutional memory lost this quarter.” The 
damage is distributed across hundreds of small failures, 
each one explainable on its own terms, none of them 
traced back to the departure that caused them. The vendor 
relationship that reset. The compliance finding that could 
have been avoided. The decision that took five meetings 
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instead of five minutes. Each one gets attributed to a 
different cause. Nobody adds them up. 

Let’s add them up. 

The Cost of Forgetting 
Per departure. PwC estimates the direct cost of 

improper offboarding at $23,000 per employee. That 
number covers the basics: administrative overhead, 
knowledge gaps that create rework, and the immediate 
operational disruption. It does not cover the bigger costs. 

The bigger cost is the productivity curve. Research 
consistently shows that it takes 8 to 12 months for a new 
hire to reach full productivity in a complex role. The curve 
is not gentle. In months one through three, the new hire is 
operating at roughly 30 percent capacity, spending most of 
their time figuring out how things work (or, more precisely, 
how things actually work, as opposed to how the 
documentation says they work). In months four through 
six, they’re at about 50 percent. By months seven through 
twelve, they’ve reached perhaps 70 percent and are still 
discovering pockets of institutional knowledge that nobody 
thought to share. 

The organization is paying full salary for 
partial productivity while the new hire 
reconstructs, through trial and error, 

knowledge that their predecessor carried 
effortlessly. 
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For a role with a $120,000 annual salary, that 
productivity curve translates to roughly $60,000 in lost 
output, reflecting the delta between full productivity and 
ramp-stage output over the first year. Not lost in the sense 
that the money disappears. Lost in the sense that the 
organization is paying full salary for partial productivity 
while the new hire reconstructs, through trial and error, 
knowledge that their predecessor carried effortlessly. 

 

Per enterprise. Scale that per-departure cost across an 
organization and the numbers become staggering. 
Research estimates that the average enterprise loses $4.5 
million per year in knowledge-related productivity losses. 
Across U.S. enterprises collectively, the annual cost reaches 
$316 billion. That’s not a typo. Billions, with a B. 

And those numbers still undercount the damage, because 
they measure only the direct, attributable costs. They don’t 
capture the cascade effects. 

The Hidden Costs Nobody Counts 
When a seasoned procurement specialist leaves, the 

organization doesn’t just lose her process knowledge. It 
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loses her vendor relationships. The terms she negotiated 
over years of trust-building reset to standard. The pricing 
that reflected a decade of loyalty reverts to list price. The 
vendor contact who picked up the phone for her doesn’t 
pick up the phone for her successor, because the 
relationship was personal, not institutional. Nobody 
measures this cost, but anyone who has watched a key 
vendor relationship reset after a personnel change knows 
it’s real and significant. 

Compliance risk is another invisible cost. Organizations 
often operate with workarounds that exist for good 
historical reasons, reasons that only the long-tenured 
practitioner remembers. When that practitioner leaves, the 
workaround either continues without anyone 
understanding its rationale (creating unexplained 
deviations that auditors will flag) or it stops, potentially 
reintroducing the problem it was designed to solve. Either 
outcome carries risk. Neither outcome is traceable to the 
departure. 

Decision quality degrades, quietly and pervasively. The 
new person makes “reasonable” choices that a more 
experienced person would have known to avoid. They 
approve a vendor that the predecessor had blacklisted for 
reasons documented nowhere. They change a report 
format that a downstream team relied on in ways nobody 
mentioned. They route an escalation through the standard 
channel when the predecessor knew that this particular 
client requires a personal call first. Each decision is 
defensible in isolation. Each one erodes something that 
took years to build. 
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And then there’s customer impact. In any client-facing 
role, the departing employee’s relationship knowledge is 
often the most valuable asset the organization holds, and 
the least documented. The client’s communication 
preferences, their history, their sensitivities, the context 
behind their current contract terms. When the person who 
“knew the account” leaves, the client notices. They may 
not leave immediately, but trust has been withdrawn from 
the bank, and it will take the successor months to rebuild 
what was lost in a day. 

The Value of Remembering 
The economics of role continuity are asymmetric. The 

cost of forgetting is large and distributed. The value of 
remembering is large and compounding. 

Per transition. The most immediate impact is time-to-
productivity. When a successor inherits a living knowledge 
layer rather than a stale binder, the ramp-up period 
compresses. Instead of 8 to 12 months of reconstruction, 
the new hire reaches effective capacity in 3 to 5 months. 
They’re not guessing. They’re not discovering the enacted 
system through trial and error. They’ve been brought into 
the circle. They’ve sat at the campfire. 

For that same $120,000 role, cutting ramp-up time in half 
saves roughly $30,000 to $40,000 in recovered 
productivity per transition. That’s the conservative 
estimate, based on salary costs alone, without accounting 
for the avoided cascade effects on the team, the preserved 
vendor relationships, or the decisions that don’t go wrong 
because the successor had context. 
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There’s also the early departure problem. Twenty 
percent of new hires leave within 45 days, often because 
the gap between what they expected and what they 
encountered was too wide. In most cases, that gap is the 
coherence gap: the distance between the designed system 
they were sold during the hiring process and the enacted 
system they encountered on the ground. A proper 
onboarding campfire closes that gap from day one. The 
new hire sees the real organization, with all its 
workarounds and informal coordination, before the 
disillusionment sets in. Reducing early departure even 
marginally has outsized impact, because the cost of losing 
someone in their first 45 days includes not just the lost 
ramp-up investment but the cost of restarting the entire 
hiring cycle. 

The cost of forgetting is large and distributed. 
The value of remembering is large and 

compounding. 

Compounding Returns 
The real power of role continuity isn’t the savings from 

any single transition. It’s the compounding effect across 
successive transitions. 

The first transition saves one person’s knowledge and 
cuts the successor’s ramp-up time. Good. The second 
transition does the same, but now the successor inherits 
the enrichments that the second occupant added to the 
role during their tenure. Better. By the third transition, the 
role has accumulated institutional intelligence from 
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multiple occupants across multiple cycles. The knowledge 
layer contains not just one person’s expertise but the 
combined, refined, validated expertise of everyone who 
held the role and every team campfire that touched it. 

By this point, the role is genuinely resilient. An 
unplanned departure, the scenario that currently terrifies 
every operations leader, becomes manageable. The 
knowledge isn’t in one person’s head anymore. It’s in the 
role. It’s in the graph. The successor has a foundation to 
stand on from day one. 

Compare this to the current state: every transition resets 
to zero, every successor starts cold, and the organization’s 
operational intelligence is exactly as fragile as the most 
tenured person’s commute home. 

The CFO Conversation 
When this gets to the CFO’s desk (and it should), here’s 

the framing that works. 

The cost of a Role Continuity Engine is a fraction of the 
cost of one bad transition. A single senior departure, 
handled without knowledge capture, costs the organization 
somewhere between $50,000 and $200,000 in direct and 
indirect losses, depending on role complexity and tenure. 
Most enterprises experience dozens of these transitions 
every year. The annual friction cost can be expressed as a 
simple formula: time spent per workaround, multiplied by 
frequency, multiplied by the number of affected 
employees, multiplied by hourly cost. For most 
organizations, the number that falls out of that calculation 
is large enough to make the investment conversation very 
short. 
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But the more powerful framing isn’t cost avoidance. It’s 
risk. A CFO understands insurance. A Role Continuity 
Engine is insurance against the most expensive risk that 
nobody currently measures: the risk that critical 
operational knowledge leaves the building and never comes 
back. Every organization carries this risk. No organization 
prices it. The ones that start measuring it will wonder how 
they ever operated without it. 

This isn’t overhead. It’s infrastructure. And like all 
infrastructure, the question isn’t whether you can afford it. 
It’s whether you can afford not to have it. 

The economics make the case for role continuity as a 
practice. But there’s a second argument, one that’s 
becoming more urgent by the month, that makes the case 
for role continuity as a strategic imperative. It has to do 
with AI.  
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Chapter 6 - The AI Connection 

M ost of what we’ve discussed so far, the 
conspiracy of silence, the departure epidemic, 
the failed solutions, the economics, could have 

been written ten years ago. The problem of organizational 
knowledge loss is not new. What’s new is the reason it has 
become existentially urgent. 

The reason is AI. 

Every major enterprise is deploying, or planning to 
deploy, AI agents into their operations. Agents that process 
invoices, handle customer inquiries, route approvals, draft 
reports, manage workflows. The promise is enormous: 
faster execution, lower costs, superhuman consistency. 
And the early results have been impressive enough to fuel a 
global rush toward automation. 
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But something uncomfortable is happening. The failures 
are piling up. Gartner predicts that 40 percent of agentic AI 
projects will be scaled back or decommissioned by 2027. 
Not because the AI technology is inadequate. The models 
are extraordinary. The failure is happening for a more 
fundamental reason, and it’s the same reason new hires 
struggle, the same reason exit interviews fail, the same 
reason knowledge management systems become 
graveyards. 

The AI doesn’t know how the organization actually 
works. 

Why AI Deployments Are Failing 
The pattern is remarkably consistent. An organization 

decides to automate a process. It feeds the AI agent its 
documentation: process maps, SOPs, system 
configurations, policy manuals. The AI ingests all of it, 
builds its operational model, and begins performing the 
task. And for the straightforward, well-documented core of 
the process, it performs well. Sometimes brilliantly. 

Then it hits an exception. A vendor invoice that doesn’t 
match the standard format. A customer request that falls 
between two policy categories. An approval that requires a 
judgment call the documentation doesn’t cover. And the AI 
does what AI always does with incomplete information: it 
generates a confident, articulate, and wrong answer. 

The failure isn’t in the AI. It’s in the data the AI was 
trained on. If your documentation captures 30 to 40 
percent of how work actually gets done, your AI agent will 
be 30 to 40 percent correct. For the remaining 60 to 70 
percent, the part that lives in practitioners’ heads, in team 
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coordination patterns, in workarounds and judgment calls, 
the AI is operating blind. It doesn’t know what it doesn’t 
know. And unlike a human encountering a gap in their 
knowledge, the AI doesn’t stop to ask. 

If your documentation captures 30 to 40 
percent of how work actually gets done, your AI 

agent will be 30 to 40 percent correct. For the 
rest, it’s operating blind. 

The Machines Never Ask 
This is the deepest flaw in how we deploy AI into 

organizations, and it’s worth understanding precisely. 

When a human encounters incomplete information in an 
operational context, they do something natural and 
powerful: they improvise. They ask a colleague. They pick 
up the phone. They apply judgment based on pattern 
recognition from similar situations. They say “I’m not sure 
about this one, let me check.” The human response to a 
knowledge gap is to seek more knowledge. It’s inefficient, 
it’s unscalable, and it works. 

AI systems don’t do this. An AI encountering a gap in its 
training data doesn’t flag the gap. It doesn’t say “I don’t 
have enough information to handle this case.” It fills the 
gap with inference, generates an output that looks and 
sounds exactly like every other output, and moves on. The 
gap is invisible, both to the AI and to anyone downstream 
who receives its output. 
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This is not a model limitation that the next generation of 
AI will solve. It’s an architectural flaw in how we deploy AI 
into enterprises. We feed it the designed system and ask it 
to operate in the enacted system. We give it the map and 
ask it to navigate the territory. And when the map diverges 
from the territory, which it always does by 30 to 50 
percent, the AI follows the map. 

Confidently wrong AI is worse than no AI. Because “no 
AI” at least preserves the human’s instinct to ask, to check, 
to hesitate. Confidently wrong AI replaces that instinct with 
false certainty. The person downstream receives a 
polished, well-formatted, completely incorrect answer and 
has no reason to question it. The conspiracy of silence that 
we described in Chapter 1 now has a new participant, one 
that never sleeps, never doubts, and processes thousands 
of transactions a day. 

The Coherence Requirement 
The implication is straightforward, but almost nobody in 

the AI deployment world is saying it clearly enough: before 
you automate, you need to understand. And before you 
understand, you need to capture. 

Capture. Understand. Automate. In that order. 

Organizations are trying to skip directly to “automate.” 
They’re feeding AI agents their documentation and hoping 
the AI will figure out the rest. It won’t. The AI can’t figure 
out what Maria knows about vendor exception handling, 
because Maria’s knowledge isn’t in any system the AI can 
access. It’s in Maria’s head. And until someone captures it, 
structures it, and makes it available as a coherent 
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operational model, every AI agent deployed into Maria’s 
process will be building on quicksand. 

This is the coherence requirement. AI agents don’t just 
need data. They need coherent data: a complete, accurate 
representation of how work actually gets done, including 
the workarounds, the exceptions, the judgment calls, and 
the cross-role coordination patterns that the 
documentation never captured. Without coherence, AI 
deployment is an exercise in automating your best guess 
about your own operations. 

The Cross-Role Blind Spot 
There’s a dimension of this problem that the AI industry 

has almost entirely overlooked, and it maps directly to 
what we discussed in Chapter 4 about Campfire Mode. 

Most enterprise AI implementations are scoped to a 
single function. An AI agent handles procurement 
approvals. Another handles customer onboarding. Another 
manages IT tickets. Each agent might perform well within 
the boundaries of its individual function. The 
documentation for that function might even be relatively 
complete. 

But the moment an AI agent needs to act across a handoff 
boundary between roles, the moment it needs to 
understand how its workflow connects to three adjacent 
workflows, it breaks. Because nobody captured the inter-
role coordination. The “I always check with Raj before I 
submit” protocol doesn’t exist in any system the AI can see. 
The Monday morning sync that keeps procurement aligned 
with engineering isn’t in any database. The shared heuristic 
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that “if the vendor says three weeks, plan for five” was 
never written down. 

This is why Campfire Mode matters for the AI era, not 
just for human succession. The team-level coordination 
knowledge it captures, the handoffs, shared heuristics, 
coherence gaps, and team rituals, is exactly the missing 
context that AI agents need to operate across organizational 
boundaries. Without it, you get AI agents that work in silos, 
just like the documentation they were trained on. 

Without the inter-role coordination layer, you 
get AI agents that work in silos, just like the 

documentation they were trained on. 

The Stale Snapshot Problem 
There’s one more dimension to this that nobody in the AI 

deployment world is discussing yet, and it connects to the 
ongoing campfire cycle we described in Chapter 4. 

AI agents are typically trained once on a snapshot of 
organizational knowledge, then deployed. But 
organizations change constantly. Processes evolve. Team 
structures shift. Vendor relationships change. Regulatory 
requirements update. An AI agent trained on last year’s 
operational reality is operating on stale information by 
design. And unlike a human who naturally absorbs changes 
through daily work, the AI doesn’t know its model is 
outdated. It keeps operating on the old assumptions with 
the same confidence it had on day one. 
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The ongoing campfire mechanism solves this. Periodic 
re-articulation with drift detection creates a continuously 
refreshed organizational model that AI agents can 
consume. The knowledge graph isn’t a static training 
dataset. It’s a living operational feed. When the team’s 
processes change, the graph updates. When the AI’s model 
falls out of sync with reality, the drift is detected and 
corrected. 

This is the difference between an AI agent that was 
accurate when it was deployed and an AI agent that stays 
accurate as the organization evolves. It’s the difference 
between a photograph and a mirror. 

Role Continuity as AI Infrastructure 
This is the connection that makes role continuity a 

strategic imperative rather than a nice-to-have operational 
improvement. 

The knowledge captured by a Role Continuity Engine 
isn’t just for human successors. It’s the ground truth layer 
that AI agents need to operate coherently. When you 
capture how work actually gets done, including the 
workarounds, exceptions, judgment calls, and coordination 
patterns, you create the dataset that makes AI safe to 
deploy. You close the coherence gap that causes 40 percent 
of AI projects to fail. 

Solo Capture creates the ground truth for individual role 
automation. Campfire capture creates the ground truth for 
cross-functional automation. Onboarding campfires 
validate and transfer it. Ongoing campfires keep it current. 
Together, they produce a continuously maintained 
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organizational world model that every AI agent needs and 
no AI agent currently has. 

Role continuity today. AI coherence tomorrow. Same 
foundation. Same living graph. 

The organizations that build this foundation now will be 
the ones whose AI deployments actually work. The ones 
that don’t will keep feeding their AI agents the designed 
system, keep wondering why the results are disappointing, 
and keep blaming the technology for a problem that was 
never technological in the first place. 

So the question becomes: how do you start? You don’t 
need to buy anything. You don’t need a budget approval. 
You can start Monday morning. 
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Chapter 7 - Getting Started Monday 
Morning 

R ole continuity is a mindset shift first, a practice 
second, and a technology third. You don’t need 
to buy anything to start. You don’t need a budget 

approval. You don’t need an executive sponsor, though one 
will help. Everything in this chapter can be done with tools 
you already have, by anyone who manages people or cares 
about what happens when they leave. 

Here are six steps. The first four can happen this week. 

Step 1: Pick Your Most Irreplaceable Person 
You already know who this is. Every team has one. The 

person who, if they gave notice tomorrow, would make 
your stomach drop. Not because they’re the most senior or 
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the highest paid, but because they’re the one who knows 
how things actually work. The one other people go to when 
the system breaks, when the vendor is unhappy, when the 
quarterly close isn’t reconciling. 

Write down their name. Now ask yourself: if they left in 
two weeks, what would break? Not what would be 
inconvenient. What would actually break? Which processes 
would stall? Which relationships would go cold? Which 
decisions would suddenly require five meetings instead of 
five minutes? 

If you can’t answer those questions in detail, that’s the 
point. You don’t know what you’d lose, which means you 
can’t protect against losing it. That gap between what you 
think you’d lose and what you’d actually lose is your 
knowledge concentration risk, and it’s almost certainly 
larger than you imagine. 

Step 2: Have the Conversation You’ve Never Had 
Sit down with that person. Not for a performance review. 

Not for a project update. For a conversation you’ve 
probably never had: “Walk me through how you actually 
do your job.” 

Not the job description version. Not the process 
document version. The real version. What’s the first thing 
you do Monday morning? Who do you talk to before you 
submit a purchase order? What do you check that the 
system doesn’t tell you to check? What’s the thing you do 
that nobody taught you, that you figured out on your own? 

Two things will happen. First, they’ll be surprised. 
Nobody has ever asked them this. Not in these terms. 
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They’ve been asked to document their process. They’ve 
been asked to train the new hire. They’ve never been asked 
to simply describe, in their own words, how they actually 
spend their days. The question itself is a form of 
recognition, and most people respond to it with remarkable 
candor. 

“Walk me through how you actually do your 
job.” Nobody has ever asked them this. The 

question itself is a form of recognition. 

Second, you’ll be surprised. Within fifteen minutes, you’ll 
hear about at least three things you didn’t know they did. A 
relationship with a vendor you didn’t know existed. A 
workaround for a system limitation you didn’t know about. 
An informal coordination pattern with another team that 
isn’t on any org chart. This is the enacted system revealing 
itself, and it happens every single time. 

You won’t capture everything in one conversation. That’s 
fine. You’re not trying to build a comprehensive knowledge 
base over lunch. You’re trying to see the gap. Once you see 
it, you can’t unsee it. 

Step 3: Map the Knowledge That Lives Between 
Roles 

Solo conversations reveal individual knowledge. The next 
step reveals something more important: team knowledge. 

Gather two or three people who work together closely 
and ask them to walk through a process they share. Not 
individually. Together. In the same room, at the same time. 
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“Let’s talk through how a purchase order actually moves 
from request to payment. Sarah, where does it start for 
you?” 

What happens next is the most illuminating thirty 
minutes you’ll spend as a manager. Sarah describes her 
part. She passes it to Raj. Raj says, “Actually, before I see it, 
I usually get a heads-up from Sarah on Slack.” Sarah says, 
“Oh, right. I do that so Raj can check the budget code 
before it shows up in the queue.” Neither of them had ever 
described this step before. Neither of them thought of it as 
a “step.” It was just something they did. And it’s the kind of 
thing that would quietly break when either of them left, 
because their successor wouldn’t know to send the Slack 
message or to expect one. 

This is a campfire. You’re doing it manually, without the 
AI facilitation and the knowledge graph, but the dynamic is 
the same: people articulating their shared operating reality 
out loud, often for the first time, and discovering things 
about their own coordination that they’d never consciously 
recognized. 

Step 4: Invite Someone New Into the Circle 
If you have a recent hire, or someone who’s new to the 

team’s process, invite them to the next walkthrough. Not to 
observe. To participate. To ask questions. 

Two things will surprise you. First, the new person’s 
questions will reveal gaps that the experienced team 
members can’t see. “Why do you do it that way?” is a 
question that only someone from outside the system can 
ask, because insiders have stopped seeing their own 
patterns. Sometimes the answer reveals a rationale worth 
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preserving. Sometimes it reveals a habit worth questioning. 
Both are valuable. 

Second, the team will realize they’re explaining things 
they’ve never articulated before. Coordination patterns so 
habitual they’ve become invisible. The act of showing a 
newcomer how things work forces the team to see its own 
operating reality clearly, often for the first time. 

After the session, ask the team one question: “If two of us 
left in the same quarter, what coordination would break?” 
The answer reveals your team-level knowledge 
concentration risk, the kind of risk that individual role 
assessment completely misses. And it’s usually the answer 
that keeps operations leaders up at night, once they’ve 
heard it said out loud. 

Step 5: Assess Your Risk 
We’ve built a free Role Continuity Assessment that you 

can take right now. Ten questions, five minutes, and you’ll 
get an immediate score across five dimensions: Knowledge 
Concentration Risk, Documentation Quality, Succession 
Readiness, Process Resilience, and Institutional Memory 
Depth. 

The Process Resilience dimension is especially worth 
paying attention to. It measures not just whether individual 
roles are documented, but whether the connections 
between roles, the handoffs, the coordination patterns, the 
team-level knowledge, would survive a transition. Most 
organizations score reasonably well on individual 
documentation and terribly on process resilience. That gap 
is where the real risk lives. It’s the risk you can’t see until 
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you measure it, and the risk that hurts most when it 
materializes. 

Step 6: Start the Conversation 
Share this book with your team lead, your VP of 

Operations, your CHRO. The language matters. “Role 
continuity” reframes this from an HR problem (offboarding 
checklists, exit interviews) to an operational capability 
(organizational resilience, institutional intelligence). That 
reframing changes who owns the problem, who budgets for 
the solution, and how seriously the organization takes it. 

Does our organization get smarter or dumber 
with every transition? If the answer is 

“dumber,” then every dollar spent on hiring 
and development is partially wasted. 

The question to bring to that conversation isn’t “are we 
doing exit interviews?” It’s “does our organization get 
smarter or dumber with every transition?” If the answer is 
“dumber,” which it almost always is, then every dollar 
spent on hiring, onboarding, and development is partially 
wasted, because the knowledge those investments create 
walks out the door with the person who accumulated it. 

What Comes Next 
The six steps above will show you the problem in high 

definition. They’ll reveal knowledge you didn’t know you 
had, gaps you didn’t know existed, and risk you didn’t 
know you were carrying. That’s the starting point. The 
question is what you do with it. 
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We’re building the Role Continuity Engine. The 
technology that makes this systematic instead of heroic. 
Solo Capture for individual expertise. Campfire Mode for 
team intelligence: capture it, transfer it to new arrivals, and 
keep it current over time. One knowledge graph that gets 
smarter with every session, every transition, every quarter. 

The tools described in this book aren’t theoretical. 
They’re being built. And the organizations that adopt them 
first will have a structural advantage that compounds over 
time: they’ll be the ones whose operations get smarter with 
every transition while their competitors keep resetting to 
zero. 

Join the waitlist at abraxis.io. Take the assessment. Be 
part of defining a category that doesn’t exist yet. 

Because the question isn’t whether your organization will 
face the knowledge crisis we’ve described in this book. It 
will. The Silver Tsunami doesn’t wait. The Great Churn 
doesn’t pause. The complexity ratchet doesn’t reverse. The 
question is whether, when the moment comes, your 
organization remembers what it knew. 

Or whether it walks out the door with a cake and a card. 
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Appendix - The Numbers 

Every statistic cited in this book is listed below with its 
source. Where a figure is derived from multiple sources or 
represents a range across studies, the primary source is 
listed first. 

Chapter 1: The Conspiracy of Silence 
42% of role knowledge is undocumented. Panopto 

Workplace Knowledge and Productivity Report (2018). 
Survey of 1,000+ employees found that 42% of institutional 
knowledge is held exclusively by individual employees and 
not documented or shared. 

99% of process manuals go unread after creation. 
Widely cited industry figure. See: Association for Intelligent 
Information Management (AIIM) research on document 
utilization rates; M. Hammer and J. Champy, Reengineering 
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the Corporation (1993), on the gap between documented 
and enacted processes. 

30–50% divergence between documented and enacted 
processes. ABRAXIS research synthesis drawing on: 
Celonis Process Mining benchmarks showing 30–40% 
process deviation rates; IEEE Task Force on Process Mining 
conformance studies; McKinsey & Company operational 
assessment findings on process adherence in enterprise 
transformations. 

Documentation-based capture achieves 30–40% 
completeness. Derived from comparison of documentation 
audit studies with behavioral observation research. See: 
Nonaka and Takeuchi, The Knowledge-Creating Company 
(1995), on the proportion of organizational knowledge that 
is tacit versus explicit. 

60–80% of knowledge work occurs outside system 
boundaries. McKinsey Global Institute research on 
knowledge worker productivity; supported by Forrester 
Research estimates on unstructured work activity in 
enterprise environments. 

Chapter 2: The Departure Epidemic 
4 million+ Americans turning 65 annually. U.S. Census 

Bureau population projections; Alliance for Lifetime 
Income analysis of Social Security Administration data 
(2024). 

10,000 Americans reaching retirement age every day 
through 2027. Pew Research Center analysis of U.S. Census 
Bureau data (2024). Originally cited in AARP demographic 
research. 

Page  of 80 84



Median U.S. job tenure: 3.9 years. U.S. Bureau of Labor 
Statistics, Employee Tenure Summary (September 2024). 
Lowest recorded median since BLS began tracking in 
current methodology. 

59% of professionals actively looking for new roles. 
LinkedIn Workforce Confidence Index; supported by 
Gallup State of the Global Workplace report (2024) finding 
that 51% of employees are watching for or actively seeking a 
new job. 

20% of new hires leave within 45 days. SHRM (Society 
for Human Resource Management) onboarding research; 
supported by Jobvite Job Seeker Nation Study and 
BambooHR onboarding survey finding that 31% of new 
hires have left a job within the first six months. 

8–12 months for a new hire to reach full productivity. 
Boston Consulting Group and MIT Sloan Management 
Review research on employee ramp-up periods. Range 
accounts for role complexity; complex knowledge-work 
roles trend toward the higher end. 

Average age of skilled trades workers: 56. National 
Association of Manufacturers (NAM) workforce data; 
Bureau of Labor Statistics Occupational Employment and 
Wage Statistics. 

One-third of utility workforce eligible for retirement 
within five years. American Public Power Association 
workforce survey; Department of Energy workforce 
assessment reports. 

Workforce fractionalization: professionals splitting 
expertise across multiple employers or cycling through 

Page  of 81 84



short engagements. Multiple converging sources confirm 
this as an accelerating structural trend: 

Frak Conference, State of Fractional Industry Report 
(2024): fractional professionals doubled from 60,000 to 
120,000 between 2022 and 2024. LinkedIn data shows 
profiles mentioning fractional roles grew from 2,000 to 
110,000 over the same period. OECD workforce analysis 
projects 50% of professionals will work in portfolio careers 
by 2030. Forbes survey: 71% of high performers plan to 
pursue portfolio careers. A.Team and MassChallenge study: 
71% of tech founders report fractional talent offers greater 
agility during economic uncertainty. SHRM, “Workforce 
Fragmentation Will Peak in 2026.” The global fractional 
executive market has reached $5.7 billion and is growing at 
14% annually (industry research across fractional executive 
markets, compiled by Fractionus, 2025). 

Chapter 5: The Economics of Forgetting 
$23,000 direct cost of improper offboarding per 

employee. PricewaterhouseCoopers (PwC) workforce 
analytics research on the cost of employee transitions. 

Productivity curve: 30% (months 1–3), 50% (months 4–
6), 70% (months 7–12). Composite from multiple sources: 
Boston Consulting Group ramp-up research; Harvard 
Business Review analysis of new-hire productivity 
trajectories; supported by Corporate Executive Board (now 
Gartner) onboarding benchmarks. 

~$60,000 in lost productivity per transition for a 
$120K role. ABRAXIS calculation based on the productivity 
curve above applied to a $120,000 annual salary over a 12-
month ramp-up period. 
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$4.5 million per year in knowledge-related 
productivity loss (average enterprise). Panopto 
Workplace Knowledge and Productivity Report (2018); 
supported by IDC research on the cost of information 
search and retrieval in enterprise environments. 

$316 billion annual cost to U.S. enterprises collectively. 
Extrapolation from Panopto per-enterprise figures across 
the U.S. enterprise population; methodology consistent 
with IDC and APQC knowledge management cost studies. 

Chapter 6: The AI Connection 
40% of agentic AI projects predicted to be scaled back 

or decommissioned by 2027. Gartner Research, “Predicts 
2025: AI Agents” (October 2024). Specific prediction: “By 
2028, 25% of enterprise breaches will be traced to AI agent 
abuse.” The 40% decommission/scale-back figure reflects 
Gartner’s broader agentic AI deployment risk assessment. 

A Note on Sources 
Several figures in this book are described as “ABRAXIS 

research” or “ABRAXIS calculations.” These represent 
synthesis and analysis by the author based on publicly 
available data from the sources cited above, applied to the 
specific context of role knowledge capture and transfer. 
Where a figure is a direct quotation from a single source, 
that source is listed without qualification. Where a figure is 
derived from multiple sources or represents an applied 
calculation, the methodology is noted. 

All sources were current as of February 2026. 

Page  of 83 84



About the Author 
Chris Dollard 

 

Chris Dollard is the Founder and CEO of Abraxis, Inc. He 
began his IT path programming with PL/1 at the BC 
Institute of Technology in the late 1970s and has worked 
both in enterprise transformation projects at IBM, Deloitte, 
Accenture, and MAKE Technologies, and as a serial 
entrepreneur since then. Chris also spent thirteen years as 
a nanotech biosciences COO. He has watched the same 
knowledge crisis from every angle and finally decided to 
build the solution. 

In 2025, he founded ABRAXIS to solve the problem he'd 
been circling for his entire career. Chris lives in British 
Columbia with his family. You can reach him at 
chris@abraxis.ai

Page  of 84 84


	Foreword
	Introduction
	Chapter 1 - The Conspiracy of Silence
	Chapter 2 - The Departure Epidemic
	Chapter 3 - Why Everything You’ve Tried Doesn’t Work
	Chapter 4 - What Role Continuity Actually Means
	Chapter 5 - The Economics of Forgetting (and Remembering)
	Chapter 6 - The AI Connection
	Chapter 7 - Getting Started Monday Morning
	Appendix - The Numbers
	About the Author

